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What is maximum likelihood estimation (MLE)?  The following paper works through a series of examples that illustrate how MLE works across a wide array of applications.

A Simple Introductory Example: Coin-Flipping.  If we flip a coin six times (and each flip is independent of the others), what are the odds of obtaining two heads?  The answer depends on whether the coin is biased or not.  If the coin is fair 
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That is, when we flip a fair coin six times, we have roughly a 1 in 4 chance of coming up with exactly two heads.  But what if the coin were biased and the probability of heads were .2?  Then the likelihood of obtaining 2 heads increases to .24576.  Trying out some different values leads us to conclude that a probability of heads equal to
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yields the largest likelihood of all: .329218.  In other words, a biased coin with
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would maximize the likelihood of observing 2 heads in 6 tries.

Maximum likelihood is simply an estimation procedure—one of many potential ways in which one might generate a guess as to what the true
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 is.   The conceptual motivation for the likelihood principle is the fact that the likelihood of the data given the parameter(s) is proportional to the likelihood of the parameter(s) given the data.   Consider, for example, Bayes’ Rules as applied to a simple hypothesis that can either be true or false.
Pr(H)    =probability that an hypothesis is true (a prior)

Pr(E)     =probability that one observed a given form of evidence

Pr(H|E ) =probability that the hypothesis is true given that one observed this evidence (posterior)

Pr(E|H)  =probability that this evidence is observed given that the hypothesis is true (likelihood)

Pr(E|~H)=probability that this evidence is observed given that the hypothesis is false (likelihood)

Pr(~H)   = 1 - Pr(H) = probability that the hypothesis is false

Bayes’ Rule:
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Notice that by increasing the probability of E|H, we also increase the probability of H|E.

To flesh out the example, consider the consequences of observing a study that supports the deterrent effect of the death penalty (E).
Input:

Pr(H)     =0.0500 prior probability that death penalty deters 

Pr(E|H)  =0.800 prob of coming up with evidence of deterrent effect, given that the death penalty does deter

Pr(E|~H)=0.300 prob of coming up with evidence of deterrence, given that the death penalty has no effect

Output:

Pr(H|E)=0.123 posterior probability that death penalty deters

Now consider what happens when we increase the likelihood of observing the study given that the evidence is true:

Input:

Pr(H)     =0.0500 prior probability that death penalty deters 

Pr(E|H)  =0.900 prob of coming up with evidence of deterrent effect, given that the death penalty does deter

Pr(E|~H)=0.300 prob of coming up with evidence of deterrence, given that the death penalty has no effect

Output:

Pr(H|E)=0.136 posterior probability that death penalty deters

Notice that Pr(H|E) rises as we increase Pr(E|H).
It turns out that maximum likelihood estimates have many desirable properties, especially when the sample size is fairly large.  MLEs are sometimes biased in finite samples but are typically asymptotically unbiased.  The standard errors are sometimes biased but usually not by much, particularly in large samples.  Typically, MLE generates estimates that are efficient, and its desirable properties are particularly useful when one has ancillary information, such as an overidentifying restriction or an assumption about the distribution from which the disturbances are drawn.
Think of
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 as a function – that is, a quantity whose value depends on the number of flips
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 the true probability of obtaining heads with that coin.  When 
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 and 
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 are given, as in the foregoing example, one could use trial and error to find the value of
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 call it  
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—that maximizes this function by trying out all of the potential values of
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 In this application, the search process can be speeded considerably by taking the derivative of 
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 with respect to
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, setting the result equal to zero, and solving for
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(see below).  This procedure yields a closed-form expression for the maximum likelihood estimate of
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 namely 
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, which is what intuition would suggest. 

In many cases, however, no closed-form solution exists, and when the number of parameters is large, this “grid search” technique becomes tedious or impractical.  Since we're interested in figuring out how to solve maximization problems in general, it pays to invest some time learning about optimization.   (I have put an GAUSS-based optimization program called “GREENOPT” on my website.)  When using optimization programs, it is conventional to maximize the natural logarithm of
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 rather than
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itself.   The expression for Log-
[image: image26.wmf]L

 is often easier to manipulate on paper and to evaluate with a computer.  Conceptually, replacing
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with Log-
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is immaterial, since the maximum value of L will also maximize Log-L.  But now the function to be maximized is more tractable because logs change products into sums:
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So from now on, when we speak of the likelihood function, we’ll bear in mind our intention to work with the log-likelihood function.

The GAUSS code on my website shows how GREENOPT can be used to maximize this function.  First, values for the “data” are inserted, 
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.  A starting value is provided (called
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), so that GREENOPT knows where to begin its iterative search for the maximum of the log-likelihood function.  A procedure, called “qfct(p),” is designed to return the value of  log-
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 for various guesses of 
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When this program is executed, we obtain three pieces of output: a maximum likelihood estimate of .33333 for
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, a standard error for
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of .19245, and a log-likelihood of -1.11103.  The first number is what we obtained above (with a tiny bit of rounding error).  The log-
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 value is simply the log of .329218, which, as we noted above, is the value of the likelihood function evaluated at 
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 The only new number is the standard error, which provides a rough sense of the sampling variability of the estimate. I say “rough sense” because the estimated standard errors are themselves subject to sampling error.   The estimated standard errors are obtained in the following way.  Form a matrix of the second derivatives of the likelihood function with respect to the parameters.  (In this case, we have just one parameter, so our matrix is just a scalar.)  Invert this matrix and multiply it by -1.  The diagonal elements represent the sampling variances of the parameters.  The standard errors are the square roots of these diagonal elements.
Maximizing functions inevitably means taking derivatives.  Your calculus is probably almost as rusty as mine, so here is a recap of the basic ideas.  The maximum of a well-behaved function is obtained by finding the place where the derivative equals zero and establishing that the second derivative (the derivative of the derivative) is negative.  The rules of derivatives are as follows, where 
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These rules should tide you over for most problems.  And, of course, if you have doubts about your answers, run your calculus through an analytic math program, such as Mathematica.  See my website for examples of how to use Mathematica to obtained closed-form MLEs.

For our binomial example, the first derivatives of the log-likelihood function are
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The second derivatives are
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Since the second derivatives must be negative, setting the first derivative to zero will locate the maximum of the function.  
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This “first order condition” implies that  
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 EMBED Equation.3  [image: image54.wmf]
And for 
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the second derivative can be calculated as follows:
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The standard error can then be calculated as
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In sum, MLE proceeds in the following way.  (1) Stipulate a likelihood function for the data.  (2) Take the

 logs of this likelihood function.  (3) Take the derivative of the log-likelihood function with respect to the parameter(s).  (4) If possible, set the derivatives to zero and solve for the parameters.  (5) If possible, calculate the second partial derivatives with respect to the parameters.  Form a matrix of these second partial derivatives.  Invert this matrix and multiply by -1.  To get the standard errors, take the square roots of the diagonal elements of the resulting matrix, evaluated at the values of the parameter estimates.

In recent years, programs such as Mathematica have been developed to help solve analytic (as well as numerical) math problems. For example, one can use Mathematica to find the first and second derivatives of the likelihood function.  The box below shows the input and output from my Mathematica session:
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I next used Mathematica to graph the log-likelihood function for the data in our example.  Notice that the function reaches its peak for p=.33.
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In[o]:= Plot[loglikfunc, {p, 0.1, .9}]





Finally, I plotted the first and second derivatives.  The first derivative plot shows that the maximum occurs (derivative=0) where p=.33.  The second derivatives are globally negative, indicating that I have found a global maximum.
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Now, let's turn to some other examples.  

Basics of Poisson Regression

The Poisson distribution is a good starting point because it involves just a single parameter.  Besides which, the Poisson distribution can be a useful device for studying event counts over time or space.

Consider the simple case in which we draw a random sample from a population distributed Poisson with parameter 
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  Let the observed variable (e.g., the number of events in a given period of time or within a given area) be denoted
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.  The likelihood function for the data (i.e., a set of event counts) is:
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Thus, the log-likelihood for the data is:
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Based on the first order conditions, it is easy to show that the ML estimator is simply the mean of the
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In other words, if we want to guess the intensity parameter of  the Poisson distribution, just use the average number of events.  Suppose, however, that the data are generated not by one
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 but by several.  These underlying propensities might result from different exogenous influences associated with particular observations.  In the case of hate crime, for example, one might suppose that, all else being equal, counties in which right-wing extremist groups congregate will tend to experience more cross-burnings than counties that experience little right-wing activity.

This reasoning would lead us to represent
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using a link function that changes as a consequence of exogenous influences (X).  Since
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 must be nonnegative, it is conventional to parameterize
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by exponentiating the parametric relationship between X and
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Thus, the log-likelihood for the data is:
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This function is easily maximized using iterative numerical methods, such as those available using GAUSS. The resulting parameter estimates are interpreted just as regression estimates, although one must be careful to take into account the exponential translation of
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Linear Regression with Normal Disturbances

Maximum likelihood can be applied as well to regression problems in which the disturbances come from a normal distribution.

Consider the linear model:
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If we assume that 
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is drawn from a normal population with mean 0 and variance 
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Thus, the log-likelihood for the entire sample is:
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Taking the partial derivative with respect to each of the parameters, we find the first order conditions, which, when set to zero, enable us to solve for the parameters that maximize the likelihood function:
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Setting 
[image: image84.wmf]0

log

=

¶

¶

b

L
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Next, we consider the partial derivative of the log-likelihood function with respect to the parameter 
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Setting 
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Finally, we consider the partial derivative of the log-likelihood with respect to the disturbance variance:
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Setting this quantity equal to zero and solving for 
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Thus, we have a (biased) estimator for the disturbance variance, which is simply the average of the squared residuals.  (A residual is defined as 
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, however, we need to solve the two first order conditions for these two unknowns. Above we found that
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Substituting the formula for 
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A few lines of algebra later we discover that
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Note that this result indicates that the
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may be estimated merely by calculating the covariance between 
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  This formula, an easy-to-implement closed-form solution, is precisely what we ordinarily use.  With an estimate of 
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Next, consider the variances of 
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.  First, we must calculate the second partial derivatives of the log-likelihood function with respect to
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[image: image117.wmf].

2

s

)

[image: image118.wmf]2

log

s

n

a

a

L

-

=

¶

¶

¶



[image: image119.wmf]2

2

log

s

å

-

=

¶

¶

¶

i

x

b

b

L



[image: image120.wmf]2

log

s

å

-

=

¶

¶

¶

i

x

b

a

L


Next, we put these elements into a matrix.  We may then express the negative inverse of the matrix of second derivatives as
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Factoring out 
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 EMBED Equation.3  [image: image124.wmf]
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Simultaneous Equations with Observed or Unobserved Variables

The extention to more complex problems is quite straightforward.  Consider simultaneous equations---either recursive or nonrecursive.  For the moment, suppose that all of the latent variables are observed directly (that is, without measurement error). Let
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observed variables be
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is denoted 
[image: image131.wmf].
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 Using standard “LISREL” notation, let
[image: image132.wmf]B

denote the matrix of causal effects between
[image: image133.wmf]i

y

and 
[image: image134.wmf]j

y

 .  Similarly, let the disturbances associated with each 
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be denoted.  The expected matrix of variances and covariances

of the  is called 
[image: image136.wmf].
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As Hayduk (p.116) notes, the predicted covariance matrix from this system of equations is
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Assuming that the disturbances are drawn from a multivariate normal population, the log-likelihood function is 
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The 
[image: image139.wmf].

 operator stands for the determinant of the matrix.  The
[image: image140.wmf]tr

operator refers to the sum of the diagonal elements of a matrix.  What could be simpler?  The function is easily programmed in GAUSS; see, for example, GAUSS does LISREL on my website.  Maximize that function with respect to the parameters in 
[image: image141.wmf]B

and 
[image: image142.wmf]Y

, and you can mimic the routines used in commercial software.

The extension to unobserved latent variables is straightforward.  The likelihood function remains the same (assuming that the measurement errors 
[image: image143.wmf]k

e

come from a mulitinormal distribution).  Letting 
[image: image144.wmf]L

stand for the matrix of factor loadings and 
[image: image145.wmf]Q

stand for the measurement error variance-covariance matrix, the predicted covariance matrix is now: 
[image: image146.wmf]
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Concluding Comments

The basic mechanics of maximum likelihood estimation are similar across a wide array of different problems.  Specify a likelihood function and find the parameter values that maximize it.  The trickiest part is specifying a likelihood model that is appropriate to the substantive application at hand.  This task will become easier as you become familiar with a wide array of probability models.  Here, we have presented some of the more common models in social science, the binomial, Poisson, normal, and multivariate normal.  There are many others as well as extensions of these basic models.
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